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Vi s u a l i z e
I t Agent-based simulations 

may help you make better 
marketing decisions. BY DAVID G. B A K K E N

N
o doubt you have seen someone

wearing the brightly colored, clog-

like plastic footwear called Crocs.

The story of Crocs is the stuff of

which marketing fables are made. Three friends

go sailing; one is wearing a pair of funky boat

shoes made by a small company in Canada. 

The three friends decide to launch a business

distributing these shoes. They introduce the

shoe at a boat show. Crocs take off, and within 

a very few years, the founders take the company

public. As of this writing, the stock is trading 

at three to four times the initial public offering

price.

Market research as we know it does not

make an appearance in this story. One reason

might be that market research has not been very

successful at predicting phenomena like the

success of Crocs. New product research tends

to focus on the strength of the value proposi-

tion, but successes like Crocs depend on 

“network effects.” And because these effects

emerge from the interactions of many different

factors, they are almost impossible to predict.

Crocs’ success is an example of what Columbia

University sociologist Duncan Watts calls an

“information cascade.”

Author Malcolm Gladwell used the term

“tipping point” to describe this phenomenon in

his best-selling book by that name. However,

things could have turned out very differently if,

for example, Crocs did not manage somehow 

to make it out of the boating domain.

Traditional market research can provide ret-

rospective insight into the success or failure of

products like Crocs. But our consumer inter-

view-based methods are not equal to the task 

of predicting when or where a tipping point will

occur, or whether viral marketing will be more

effective than more traditional approaches. 
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One challenge faced by traditional quantitative research
methods is accounting for or capturing the effects of individ-
ual interactions between consumers. Most of our methods rely
on aggregate statistical analysis and modeling. The mean,
median, and top two box percentages are the most widely used
summary measures in quantitative marketing research.
Multiple regression analysis and popular variants, such as
logistic regression, are the workhorses of predictive modeling.
Yet, these techniques also are limited by reliance on aggregate
(rather than individual) level analysis.

Outside of marketing research, innovative social and com-
puter scientists have developed a new approach to understand-
ing complex nonlinear phenomena—known as agent-based
simulation. Social scientists use agent-based simulation tools
to understand complex phenomena, such as the formation of
social networks, patterns of segregation in housing, and con-
flict resolution between countries. Computer scientists create
agents to search the Web and to evolve computer programs.

Marketing Applications
Most marketers and marketing researchers will be

familiar with some form of simulation as applied to
marketing—such as a “what if” scenario analysis
using the part-worths from a conjoint model, or more
elaborate “war games” with competing teams of
managers (or MBA students) developing and imple-
menting strategies in an interactive fashion.

As a concept, simulation has almost as many
meanings as applications. But a central, underlying
principle is the representation of one process with
another, usually simpler process. The Monopoly board game,
for example, simplifies a rather complex economic system into
a limited set of transactions. Part of the fun of playing the
game is derived from the degree to which the outcomes
(wealth accumulation and bankruptcy) resemble the outcomes
from the real world process that is being simulated.

A guiding principal of agent-based simulation is that com-
plex phenomena emerge from the interaction of multiple
agents following rather simple behavioral rules. And one goal
of simulation is to find the simplest set of rules that will pro-
duce the observed level of complexity. Agent-based simula-

tions offer a method for extending market research data, espe-
cially data about heterogeneous consumer preferences and
decision-making strategies, to dynamic marketplace models
that can capture and predict social network effects and com-
petitive dynamics. Agent-based models are an alternative to
systems dynamics models that rely on sequences of equations
or other analytic models, such as the Bass new product diffu-
sion model (developed by Professor Frank Bass in 1969). See
sidebar “Systems dynamics and discrete event models” for a
description of systems dynamics and discrete event simulation
approaches. 

The defining characteristic of an agent-based simulation is
the autonomous, goal-directed behavior of the agents.  Agents
are equipped with sensing mechanisms and decision rules that
govern their behavior in response to changes in their environ-
ment. Agents are characterized by at least four essential
attributes: autonomy, asynchrony, interaction, and bounded
rationality. Adaptation, or the ability to learn, is another char-
acteristic that could be essential in many agent-based models
for marketing. Autonomy refers to the fact that agents act
independently, and are not guided by some central control
authority or process. Asynchrony stems from autonomy, and
means that the time required for an action by any one agent is
independent of the state of any other agents. While agents are
autonomous and operate asynchronously, they do interact
with each other—as well as with the environment. Bounded
rationality means that agents make decisions without com-
plete knowledge, and with limited computational resources
and limited time (just like real consumers).

New Automobile Application
Forecasting sales for new consumer durable goods, such as

automobiles, has proven to be one of the biggest challenges for
market research. Most models for forecasting demand for new
durable products are based on Bass’s diffusion model. In the
Bass model, sales are a function of both innovation and imita-

tion. The model is simple and elegant but requires several
assumptions. These assumptions create the opportunity for
applying agent-based simulation to the problem of forecasting
sales for a new consumer durable. For example, the Bass
model assumes that market potential remains constant over
time, that the diffusion of one innovation is independent of all
other innovations, that marketing actions do not affect the dif-
fusion process, and that there are no supply restrictions.
(Several researchers have developed modifications to the origi-
nal Bass model that address these various assumptions.) The
Bass model is an aggregate model. Factors that drive individ-
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Executive Summar y

M a ny marketing research methods are limited by their

reliance on aggregate (rather than individual) level statistical

analysis. David Bakken suggests that using agent-based

simulation can help researchers overcome this barr i e r.

Agent-based simulations offer a method for extending mar-

ket research data, especially data about heterogeneous con-

sumer preferences and decision-making strategies, t o

dynamic marketplace models that can capture and predict

social network effects and competitive dynamics.

Agents are characterized by at least

four essential attributes: autonomy,

asynchrony, interaction, and 

bounded rationality.



ual consumer choices are ignored. Bass developed this model
before conjoint methods became widely available. We can now
measure, with considerable reliability, the decision-making
processes of individual consumers.  We might, for example,
have data from a conjoint study that will allow us to estimate
the relative utility of the new model for each survey respon-
dent. We can use this as the starting point for an agent-based
simulation of the adoption of a new model or nameplate.

The first step in implementing an agent-based simulation is
specification of the process to be modeled. Our model has two
types of agents: consumers and automakers (this is a simplifi-
cation; we might want to include auto dealers as a third agent
class to better reflect the target system). Consumer (or buyer)
agents are goal-seeking, having fixed and variable properties
and decision rules governing their response to environmental
conditions. Automaker (seller) agents have a profit-maximiz-
ing function and their own properties and decision rules. (The
sidebar “How the new car adoptions simulation” summarizes
agent properties and decision rules for this model.) Process-
wise, consumers enter the market at some point, are con-
fronted with marketing communications from various manu-
facturers and information from other consumers, form
consideration sets, and make buying decisions. There are sev-
eral subprocesses that need to be captured as well.

One important sub-process governs awareness of the
brands in the market. Agent-based simulations rely on
stochastic processes to assign values to variables that, in the
real world, are typically unobserved and can be assumed to be
random at the agent level. For existing vehicle nameplates, the
probability of awareness from advertising for any one buyer
can be a random variable set equal to measured awareness
from advertising. For the new vehicle, probability of aware-
ness from advertising can be some function of the advertising
level (expressed as number of exposures per time period),
which in turn is a function of the manufacturer’s available
resources. Another important subprocess in this simulation is
the spread of word of mouth. In order to simulate word of
mouth, we need to represent each consumer’s social network.
There are many ways to simulate networks; for this model we
have decided to use a spatial method that builds on the con-
cept of a cellular automaton, a simple type of agent-based
model. (See the sidebar “Cellular models and word of mouth”
for a cellular model of the spread of word of mouth.) 

The manufacturer agents in the model have their own sub-
p rocesses. These agents make offers to any buyers who include
the seller’s vehicle in their consideration sets. For this simula-
tion, we assume that each vehicle nameplate re p resents a
unique seller. (That is, there are no sellers who are trying to
maximize an outcome across multiple nameplates.) Where a s
buyers seek to maximize their utility from a single purc h a s e
decision, sellers attempt to maximize a profit function that
re q u i res that they match supply to demand. The key metric for
this is “days of inventory” or the expected number of days that
it will take to sell the vehicles that are currently on dealer lots.

Seller agents seek to keep this metric as close as possible to
some predetermined ideal—which would be a function of the
manufacturer’s optimal production rate and cost of inventory,

among other things. If vehicles sell faster than expected, 
revenue could be lost due to the fact that some buyers are
willing to pay more than the asking price. If vehicles sell 
more slowly than the production rate, profit suffers as inven-
tory accumulates and must be financed. Sellers have two
mechanisms for managing demand—pricing and advertising.
Advertising impacts the number of buyers who include a 
vehicle in their consideration set, while pricing impacts the
number of those buyers who will prefer the vehicle to all 
other alternatives.

How does the agent-based approach compare to conduct-
ing “what if” analysis with a traditional conjoint simulator?
Here are some questions that cannot be answered easily with 
a conjoint simulator:

• What will be the equilibrium price for this new vehicle?

• How might competitors respond to the entry of this 
vehicle?

• Where is the point of diminishing return for advertising?

• What circumstances might trigger an information cascade
for this vehicle?
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Systems dynamics and discrete event models

Agent-based simulations resemble other approaches to
modeling complex systems, but also differ from them in
significant ways. Systems dynamics models treat the pro-
cess under consideration as a series of aggregate flows or
state changes. Large systems of diff e rential or diff e re n c e
equations are used to plot trajectories of variables over
time. For example, we might model factory output as a
system where consumers flow into the system, demanding
p roducts at some price, and the factory makes the pro d u c t
and accumulates inventory, shipping products out to cus-
tomers. At any point in time, all of these variables have
some value (e.g., number of customers, price they are will-
ing to pay, current inventory). At the next point in time,
the aggregate values of those variables will change. The
basis for simulating change lies in the functional re l a t i o n-
ship between the variables. For example, xt + 1 = ƒ(xt; Θ)
indicates that the value of x at time t + 1 is a function of the
value of x and time t and some parameter Θ.

Discrete event models are one step closer to agent-
based simulation. These models are used to simulate the
flow of customer agents through some service system. A
source generates new customers who join the queue at a
server. After being served, they exit the system. Such
models are used to determine the impact of changing the
number of servers or splitting or aggregating process
steps. An important distinction is that the agents in this
case (which might be customers or servers) are not
autonomous and make no decisions. 



Conjoint simulators are designed to predict buyer choices
as a function of product attributes and price. In a static con-
joint simulator, all potential consumers are presented with the
same price. In reality, different consumers may negotiate dif-

ferent prices. Some very popular car models (such as the Mini
Cooper) might actually sell for more than the manufacturer’s
suggested retail price. These prices are the result of local trans-
actions between buyers and dealers, and are not captured in a
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Agents have characteristics (also called “instance vari-
ables”) that affect their interactions with the environment
and other agents. Some of these characteristics are analo-
gous to a genetic endowment, and do not change over the
course of the simulation. Other properties can change as 
a result of the agent’s contacts with the environment or
other agents.

In our simulation, the genetic endowment of the con-
sumer agents consists of a set of part-worths that were
derived from a choice-based-conjoint experiment.
Individual-level estimation of these part-worths is 
essential to the agent-based simulation. These part-
worths do not change over the course of the simulation.

Prior to running the simulation, several variables 
must be initialized, either by user input or random 
number generation. For buyers these include:

• average network size
• susceptibility to advertising
• maximum number of periods a buyer stays 

in market without purchasing
• number of periods without ad exposure until 

forgetting occurs

Initial seller fixed (constant) variables include:

• ideal days of inventory
• marketing resources
• upper and lower price limits
• advertising productivity (number of exposures 

to create awareness)
• things gone wrong (Quality can, of course, improve 

over time. For simplicity, we assume that quality 
is fixed for the forecast time horizon.)

Random variables are generated by one of two methods.
For variables that reflect several events (such as number of
ad exposures in a time step), a random number is drawn
from a Poisson distribution with lambda equal to the
expected value or average across all units of observation.
So, for example, if a seller allocates 5 units of marketing
resources, and each unit is expected to generate 1.5 expo-
sures per buyer per time step (the productivity of advertis-
ing), the value for lambda would be 7.5. A few of these ran-
dom variables are set at initialization, and remain constant
for the run. But many are updated at each time step.

For variables used to establish thresholds for action
(such as propensity to spread word of mouth), a random
value is drawn from a uniform probability distribution
(with range between 0 and 1). The result might be used
either as a weight or multiplier (number of ad exposures
times susceptibility) or as a conditional value. For example,
in the case of initial awareness for existing vehicles, each
case gets a random value between 0 and 1. Separately, the
user sets the expected awareness from advertising. Assume
that this value is 40%; then every case where the random
variable is less than or equal to 0.4 will get a value of 1 in
the awareness indicator for that vehicle.

The general flow of the simulation within a time step 
follows:

1. Select a buyer at random.
2. Select a vehicle nameplate at random.
3. Set number of ad exposures for this buyer in this

time step.
4. Add number of exposures in this time step to number 

of exposures in all previous time steps.
5. If there are no exposures to advertising in this time 

step, check to see how many time steps since last 
exposure.

6. If number of time steps since last exposure is equal 
to number of time steps to forget, set awareness 
from advertising to 0.

7. If current plus cumulative number of exposures 
multiplied by susceptibility to advertising is > 1, 
set awareness from advertising to 1.

8. Scan network members (network for each buyer is 
generated at initialization) and sum word-of-mouth 
values for all network members. If absolute value of 
this sum multiplied by susceptibility to word of mouth 
is >= 1, set awareness from word of mouth to +1 if 
sum of word of mouth is > 1, or to -1 if < -1 (note—
if 0, set to 0).

9. If sum of awareness from advertising and word of
mouth > 0, set consideration set to 1 (included).

10. Repeat for next vehicle.

11. Calculate purchase probabilities for all vehicles in
buyer’s consideration set, and record purchase decision
(using a 1st choice rule).

12. Repeat for next buyer.

How the new car adoption simulation works



traditional conjoint simulator. In order to
simulate this type of price variation, the
seller agents in our model are allowed to
adjust the prices they offer to the market 
at each time step.

Running the Simulation
Once the simulation is designed, running

it is a matter of looping through several
iterations in which agents evaluate the envi-
ronment, apply their decision rules, and
take an action. Because the agents interact
with one another, the order in which agents
are “processed” by the simulation can
impact the outcome. Most simulations
employ extensive randomization to ensure
that any such order effects are eliminated
over multiple runs of the simulation.

Our simulation begins by selecting a 
random subset of consumers to be in the 
market. These agents enter the market,
w h e re they might be exposed to advertising for the new model
or might hear about it from someone in their social network. If
an agent’s calculated utility (from the conjoint model) for that
new model exceeds the “none” threshold, it gets into that
a g e n t ’s consideration set. This process is repeated for each vehi-
cle in the market, and for each of the consumer agents in the
subset of shoppers. Meanwhile, the manufacturer agents are
o ffering their vehicles and evaluating the sales at each time step
(one “tick” of the simulator clock). If the sales are close enough
to the seller’s ideal inventory, the vehicle will be off e red at the
same price in the next time step. If demand exceeds inventory,
the seller agent might “decide” to raise the price. If sales fall
s h o rt, the seller might decide to offer a lower price.

One of the benefits of simulation is the ability to visualize
the changes in key variables over time. In particular, visualiza-
tion makes the effects of changing initial conditions apparent.
For purposes of illustration, in Exhibit 1 we show a spatial
representation of vehicle choice that reveals the impact of
word of mouth. In several instances, immediate or near 
neighbors purchased the same brand;
65% of the buyers of the new vehicle
(identified by the number 3) are no
more than one cell away from
another buyer (and others may be
connected via small world networks).
Similarly, 59% of the Cadillac
Deville S buyers are no more than
one cell away from another Deville
buyer, and 50% of Acura buyers are
no more than one cell from another
Acura buyer. Changing input vari-
ables such as average network size
and susceptibility to word of mouth
will affect these patterns.

Plotting summary measures over
time is also informative. Exhibit 2

shows the results of “price negotiation” over the course of a
simulation, as manufacturer agents adjust price in order to
meet their inventory targets. It appears that the new vehicle
was priced slightly below what consumers are willing to pay,
and the seller was able to increase price slightly over the
course of the simulation. (All simulations depend on initial
conditions. For simplification, all sellers were given the same
inventory targets. Assigning different targets would result in
different patterns of price adjustments.)

Tools for the Simulations
We programmed this simulation using Microsoft Excel.

Object-based languages (examples include Visual Basic, Java
and Objective C) are well-suited to programming agent-based
models. Even better are the several “tool kits” available for
programming and running agent-based simulations. Most of
these contain subroutines and preprogrammed modules that
simplify the task of creating an agent-based simulation. Such
tool kits usually include routines for displaying summary
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Exhibit 1 Results of new car

Exhibit 2 Price changes over the course of the simulation

Time step

Selling price per time step



results and for visualizing the simulation in progress. One such
tool kit is Swarm. Swarm is written in Objective C, and was
developed at the Santa Fe Institute. Many market researchers
might find NetLogo to be a good starting point for learning to
use agent-based simulation. NetLogo is a Java-based tool kit
in which agents populate a two dimensional grid. NetLogo
includes a library with a wide variety of models, so that users
can often find examples of code to use in building a new 
simulation. Swarm and NetLogo were developed in academic
settings. Anylogic is a commercially available application that
includes systems dynamics and discrete event simulation 
capabilities in addition to agent-based models.

Back to Crocs
While agent-based simulation has been applied to develop-

ing an understanding of emergent behavior for a wide variety
of human and non-human phenomena (predator-prey relation-
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Cellular models and word of mouth

Cellular models (also known as cellular automata) are
very simple agent-based models. Agents occupy a two
(or more) dimensional space and are connected in a 
regular lattice. In a cellular model, each agent’s current
state is determined by its state at the previous point in
time and the state of its immediate neighbors. Because
the network structure of a cellular model is a lattice,
every agent can be connected to any other agent
through a series of connections to immediate neighbors.
Additionally, a variety of direct connections beyond
immediate neighbors can be enabled. And we can, in
effect, create small world networks in these models.

Word-of-mouth marketing is a natural application
for cellular models. In order to simulate the spread of
word of mouth, we need to locate a population of 
consumer agents on some sort of spatial landscape.
Moreover, the consumer agents need some way of 
communicating with or influencing other agents. For
our word-of-mouth simulation, we assume that each
cell starts off in a state of ignorance. Once one agent
obtains information (changing state from “off” to
“on”), the neighboring cells become potential recipients
of the information.

The probability that any one individual passes a piece
of information on to another agent most likely depends
on a variety of factors such as opport u n i t y, import a n c e
of the information, the relationship between the neigh-
bors, and so forth. Rather than specify these factors 
for all agents, we can treat them as a single random 
variable—a probability of transmitting the inform a t i o n .

Here’s what we have so far: a lattice populated uni-
formly with agents who have some randomly variable
probability of passing along a piece of information
once they receive it. It seems likely that agents might
vary in the ability to remember the information long
enough to pass it on to someone else, so we’ll add a
function to generate a probability for forgetting.

Each agent applies two simple rules: (1) If the agent
already possesses the information and the probability
of forgetting is below some threshold, the agent retains
the information through the next cycle and (2) if an
agent does not have the information, it looks at each 
of its immediate neighbors, and if at least one has the
information and a high enough probability of passing 
it on, the agent becomes knowledgeable. In a simple
gossip or word-of-mouth simulation, information
spreads from the source relatively uniformly, as indi-
cated by Exhibits 3 and 4. In a simulation incorporat-
ing some random connections—thus forming a small
world network—a cascade is more likely to occur, as
Exhibits 5 and 6 indicate.

Exhibit 3 Simple word-of-mouth simulation

Exhibit 4 Simple word-of-mouth simulation

Total number informed at each iteration

Incremental number informed at each iteration

Iteration

Iteration



ships, spread of viral infections, foraging behavior in ants,
traffic congestion, trade, combat, and so forth), there appear
to be few direct applications in marketing research to date.
Adoption of innovative products and services is one area
where agent-based simulations might add value to marketing
research. This application has two aspects that favor agent-
based simulation. First, the adoption process unfolds over
time. Second, interaction among consumers and between man-
ufacturers (in the form of marketing actions, price changes,
word of mouth, and so forth) affect the rate of adoption.

So, would we have been able to predict Crocs’ success using
an agent-based simulation? Not exactly. A properly designed
agent-based simulation would identify the conditions under
which an information cascade for Crocs was likely to occur—
and conditions under which Crocs was likely to remain mired
in the boating world for a long time. When a client asks a mar-
ket researcher to “predict first year sales for this product,” he

or she usually expects a single value (perhaps with some confi-
dence interval around the estimate). Agent-based simulation
offers a different type of prediction—one where we identify
the potential variability in outcomes as a function of different
starting conditions and different rules for action. Agent-based
simulations can simplify the process of identifying several dif-
ferent possible futures and, through repeated simulations, give
us an idea of the likelihood of each of those different futures.
This would seem to be a better basis for making decisions than
single value predictions—which is somewhat like placing a bet
on a poker hand by looking at only one of the five cards. ●
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Exhibit 5 Simulation with small world network

Exhibit 6 Simulation with small world network

Total number informed at each iteration

Incremental number informed at each iteration

Iteration

Iteration


